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Can You Handle The Truth? The Effects of Robots Correcting Users’
Misalignment on Trust and Perceived Social Competence

Mehdi Hellou1, Georgios Angelopoulos2, Samuele Vinanzi3, Alessandra Rossi2,
Silvia Rossi2, Angelo Cangelosi1

Abstract— For social robots to collaborate effectively, they
must infer and correct false human beliefs, especially when
misconceptions directly impact task outcomes or pose safety
risks to humans. In this work, we investigated whether a robot’s
ability to detect and rectify users’ false beliefs improves trust
and perceived social competence. In an in-person between-
subject study, 98 participants collaborated with a robot to
solve a task. Participants interacted with either a robot that
actively corrected their false beliefs by using Theory of Mind
or one that complied with their incorrect instructions. Contrary
to expectations, trust, mental state attribution, and perceived
warmth or competence did not differ between groups. The
results also showed that human reluctance to trust the robot’s
input persisted, suggesting that belief correction alone cannot
overcome relational barriers. In addition, the study showed that
participants who trusted the robot’s corrections perceived it as
more socially attuned.

I. INTRODUCTION

Considering a home kitchen scenario where a human
follows a cake recipe assisted by a household robot, where
the human reaches for a container believing that it contains
sugar for their cake, but it actually contains salt. Without their
knowledge, the containers appear similar and were misplaced
by someone else, such as a flatmate. The question of how
the robot should respond represents a challenge in Human-
Robot Interaction (HRI) [1]. Robots need to understand not
only human actions, but also the beliefs that drive those
actions, especially when those beliefs differ from reality.
A robot needs to be able to reason about human beliefs
that may differ from its own. This capability becomes
critical as robots are increasingly integrated into domestic
environments, where misconceptions can lead to frustration
and wasted resources. Without the ability to detect and
address false beliefs, collaboration will be less effective,
tasks will fail, trust in robotic assistance will diminish, and
in higher-stakes contexts, human safety could potentially be
compromised [2].

Humans naturally correct each other’s misunderstandings
using a Theory of Mind (ToM), which it is the ability
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Fig. 1: Experimental setting from participants’ point of view.
The balls were initially displayed outside boxes (a) and then
positioned inside them (b).

to infer our own and other mental states such as beliefs,
desires, knowledge or intention [3]. Robots equipped with
ToM capabilities could replicate this dynamic, detecting
when a human’s mental model diverges from reality and
offering timely corrections. Prior research has shown that
robots with ToM can improve task efficiency and foster
trust over time [4], [5]. Recent work has further explored
robotic interventions to resolve false beliefs [6], [7], [8].
Nevertheless, limited attention has been paid to whether
humans accept these corrections or trust the robot’s guid-
ance during collaboration. This oversight is crucial, as even
technically accurate approaches may fail if users perceive
them as intrusive or unreliable.

To determine how belief aware corrections impact collabo-
ration outcomes, the presented work addresses the following
Research Question (RQ), “Does a robot that corrects human
false beliefs foster greater trust, social connection, and task
success?”. To answer this, we designed a study where par-
ticipants collaborated with a robot to locate objects in a task
simulating real-world scenarios where outdated beliefs could
lead to errors. The robot tracked participants’ assumptions
and intervened to correct misconceptions in one condition
or complied with instructions in another. Figure 1 shows a
visualisation of the experimental setting. We examined how
these strategies influenced task success, trust dynamics, and
perceptions of the robot’s anthropomorphism.



II. RELATED WORK

The ability to infer mental states through ToM is foun-
dational to human social cognition, enabling collaboration
and error correction. As robots transition into domestic roles,
equipping them with analogous capabilities has become a
critical focus in HRI. Early efforts to operationalise ToM in
robotics leveraged Bayesian Networks (BNs) to model belief
updates probabilistically. For instance, Goodman et al. [9]
demonstrated how BNs could capture children’s performance
in classic false-belief tasks like the Sally-Anne test [10],
showing similarities between both results and validating the
model’s performance. Building on this, Vinanzi et al. [11]
implemented a BN-based ToM model to assess human
trustworthiness during a collaborative search task, showing
preliminary success in adapting robot behaviour based on
inferred mental states. In the experiment, the robot asked par-
ticipants for help in finding a sticker hidden in two possible
positions. Informants could either provide the correct or in-
correct location. After a learning phase, the robot developed
an understanding of the informants’ trustworthiness before its
ToM model was tested in the main interaction. At the frontier
of robotics and autonomous agents, Pantelis et al. [12]
explored the use of ToM to understand the mental states of
virtual agents by building a model capable of predicting these
mental states while observing the agents’ actions within a
two-dimensional virtual environment. The cognitive model,
a dynamic Bayesian network (DBN), detected and tracked
the beliefs and intentions of an agent following four distinct
goals in a survival context: attacking, exploring, fleeing, and
gathering food.

Subsequent work expanded these models to address richer
collaborative scenarios. Hellou et al. [7] integrated Bayesian
inverse planning with inverse reinforcement learning, en-
abling robots to track dynamic belief states during ob-
ject search tasks. Their system proactively corrected users’
misconceptions by inferring when their actions stemmed
from outdated environmental knowledge. Additionally, they
extended their study to a more complex scenario, including
a robot cleaner organising a room while considering the
mental states of multiple agents in a simulated environment
[2]. Similarly, Favier et al. [13] embedded belief-aware
reasoning into a task planner for a collaborative cooking
scenario, allowing robots to detect discrepancies between
human assumptions and ground truth. The goal of the task
was to prepare pasta within a shared environment between
the human and the robot, where the human’s belief about the
environment could differ from its actual state. These studies
highlighted ToM’s potential to enhance task efficiency but
relied heavily on simulated interactions. Recent investiga-
tions have begun testing ToM implementations in real-world
HRI contexts. Romeo et al. [4] explored trust dynamics in
a robot-guided maze task, finding that participants perceived
ToM-capable robots as more reliable. However, their use of
Wizard-of-Oz techniques limited autonomous functionality.
While these advances underscore progress, few studies have
systematically evaluated how humans perceive and accept

Fig. 2: Illustration of the experiment. In this example, the
initial configuration of the world is Red, Green and Blue
(RGB), then Red is exchanged with Green.

robotic belief corrections during physical collaborations.
Issues of trust, perceived intrusiveness, and social connection
remain underexplored despite their centrality to adoption.

Our work bridges this gap by examining how belief-
aware corrections influence trust, task success, and anthro-
pomorphism in a controlled yet ecologically valid object
search task. By using BN’s robustness within a real-time
HRI paradigm, we extend prior computational frameworks
while addressing acceptance factors crucial for real-world
deployment.

III. THE PROPOSED APPROACH

This work examines how a robot’s behaviour in response
to human misconceptions influences human perceptions of
the robot’s mental capacities, social attributes, and trust-
worthiness. Considering our RQ and based on the current
literature, we formulated the following hypotheses:

• Hypothesis 1 (H1): Participants who interact with a
robot that attempts to rectify human misconceptions
will attribute higher levels of mental states to the robot
compared to participants who interact with a robot that
follows incorrect instructions without correction [2], [7],
[13].

• Hypothesis 2 (H2): Participants will rate a robot that
corrects false beliefs higher on Social Attributes, partic-
ularly in terms of warmth and competence, than a robot
that does not attempt corrections [2], [7], [13].

• Hypothesis 3 (H3): Trust will be higher among partic-
ipants who interact with a robot that actively corrects
false beliefs compared to those who interact with a robot
that does not [4], [11].

To test these hypotheses, participants collaborated with a
humanoid robot in a structured task designed to simulate
real-world belief errors. The robot operated under one of
two conditions:

• Condition 1 (C1): The robot actively attempts to rectify
the human’s beliefs about object locations. When it
detects a false belief, the robot provides corrective
information to align the participant’s understanding with
reality.



Fig. 3: Examples of interaction in both conditions C1, when the robot corrects the user’s false belief, and C2, when the
robot complies with the user’s choice, after the initialisation.

Sequence
Participant trust 1 2 3 4 5 6 7

Condition 1 Yes * * * * G G GBR
No * * * * R R RBG

Condition 2 N/A * * * N/A R R RBG

TABLE I: Progression of the goal sequence identified by the robot across the conditions. Numbers (1–7) correspond to
interaction steps. In Condition 1, the “Yes” and “No” labels indicate whether participants accepted or rejected the robot’s
correction. Asterisk denotes objects not yet integrated into the robot’s memory sequence.

• Condition 2 (C2): The robot follows the human’s
instructions based on their incorrect beliefs without
attempting to correct them. This condition tests the
robot’s compliance and the impact of maintaining false
beliefs on the interaction.

The task required participants to collaborate with a humanoid
robot to locate three coloured balls (red, green, and blue)
hidden in boxes, aiming to reconstruct a goal sequence (e.g.,
Green-Red-Blue). Initially, participants observed the balls’
placement (Figure 2), but unknown to them, items were
covertly moved to induce false beliefs. During the task,
participants requested objects in sequence order, and the
robot responded by using a deictic gesture [14], [15] to one
of the three boxes on the table.

In Condition 1, the robot detected mismatches between
participants’ beliefs and the true state (tracked via a BN,
Figure 4) and intervened to correct misconceptions. For
example, if a participant insisted a green ball was in the
middle box (now empty), the robot redirected them by
giving an explanation to them. Participants could accept or
dismiss these corrections, retaining control over the decision,
a critical factor for trust [16]. In Condition 2, the robot

complied with participants’ requests regardless of accuracy,
mirroring a passive tool rather than an active partner.

Figure 3 illustrates the process. After participants re-
quested an item (Step 1), the robot inferred their goal
sequence and pointed to a box (Step 2). If participants
disagreed (Step 3), Condition 1 robots offered corrections
(Step 4), while Condition 2 robots continued the sequence
(Step 5). Approved corrections in Condition 1 led to accurate
sequence updates (Step 6), whereas dismissals or Condition 2
interactions propagated errors (Table I). The task concluded
when the robot declared the final sequence, revealing whether
collaboration succeeded or not (Step 7). Table I illustrates the
evolution of the goal sequence in the robot’s memory based
on the condition and steps as depicted in Figure 3.

IV. METHODS

To understand the evolution of participants’ beliefs during
the task, we developed a cognitive model enabling the robot
to track and respond to human beliefs in real-time. We
implemented a BN consisting of seven interconnected nodes
representing the robot’s cognitive processes and decision-
making capabilities, allowing it to generate appropriate ac-



tions based on environmental states. Figure 4 illustrates the
model with the following variables:

Fig. 4: The robot’s cognitive model depicted as a BN.

• HB (Human Belief): Represents the human’s be-
lief regarding the sequence on the table. This
is initially defined when the participant observes
each ball placed in different boxes. It can take
one of six values, corresponding to the six pos-
sible combinations of the three coloured balls:
HB = {RGB, RBG, GRB, GBR, BRG, BGR}.

• OA (Object Asked): Represents the object requested by
the human when interacting with the robot and takes 3
values (Red, Green and Blue): OA = {R, G, B}.

• RF (Robot Feedback): Indicates the last actions
carried out by the robot, including the three pos-
sible pointing gestures (Right, Middle, Left) or
“No action” if the interaction has not started yet:
RF = {Right, Middle, Left, None}.

• W (World): Represents the actual sequence on
the table, illustrating the environment’s configuration:
W = {RGB, RBG, GRB, GBR, BRG, BGR}.

• RA (Robot Action): Defines the robot’s actions
according to the four variables above. The robot
can point to one of the three boxes or correct
the user’s beliefs by emphasising their false belief:
RA = {Right, Middle, Left, Correct Belief}.

• HF (Human Feedback): Represents the user’s re-
sponse, where they can accept/refuse the box indicated
by the robot or the correction in case of false belief:
HF = {Yes, No}.

• Updated Belief (UB): Predicts when the user’s be-
liefs change, especially when the robot seeks to
correct them. As HB, it has 6 different values:
UB = {RGB, RBG, GRB, GBR, BRG, BGR}.

With BN, we can compute the joint probabilities distri-
butions of variables P (X1 = x1, ..., Xn = xn) and the
conditional probability of a node Xi = xi according to the
evidence of the parent nodes of Xi; P (Xi | Parent(Xi)),
by using the Bayes Theorem. This approach offers significant
advantages, including access to efficient inference algorithms
such as belief propagation and Pearl’s Message-Passing
algorithm [17]. The network’s parameters were determined
by constructing conditional probability tables (CPTs) for
each node. To train the model effectively, we generated
simulation data that reflected all possible scenarios the
robot might encounter during the experiment, considering
the experimental conditions, environmental configurations,
and goal sequences. The entire process, from constructing
the BN cognitive model through the learning phase, was
implemented using the Python library pyAgrum [18].

V. EXPERIMENTS

The study was conducted at the University of Manchester.
It was designed as a between-subjects study, where each
participant was randomly assigned to one of two conditions.
This design ensured that each participant interacted with only
one version of the robot, eliminating potential order effects
and isolating the impact of belief-correction strategies. The
institution’s ethical committee granted approval for this ex-
perimentation (2024-19118-34213).

A. Experimental settings and procedure

Upon arrival, the experimenter welcomed the participants,
introduced them to the robot, and provided a general descrip-
tion of the task to be carried out with the robot before giving
them a consent form to complete. Once the document was
completed, the experimenter asked the participant to choose
a hidden paper from six, each containing the goal sequence
the robot needed to find. The experimenter also explained
the task and how to achieve it with the robot’s help. The
different coloured balls were placed in each box in front of
the participants to establish their initial beliefs. Before the
interaction began, the participant was asked to fill out the
first part of the questionnaire outside the experimental room.
In the meanwhile, the experimenter swapped the location
of one ball with another one to create a false belief in the
participant’s mind. Once the participant finished the first part
of the questionnaire, the interaction with the robot could
begin with Pepper introducing itself by showing the actions
it could perform (gestures), explaining the purpose of the
task, and how the participants could assist it.

B. Measures

We used the Qualtrics software platform for the con-
sent form and questionnaires. The questionnaires included
a first part to complete before the interaction, collecting
information about the participants, such as ages, level of
education, experience, and opinions about robots. The second
part was completed after the interaction to evaluate the
overall collaboration with Pepper. To evaluate the robot’s
ToM ability, three specific questions were given:



1) To evaluate the robot’s ability to track the human’s
belief (Awareness): Did you feel that the robot took
into consideration your initial belief?

2) To assess the robot’s effectiveness in conveying in-
formation regarding the environmental change (Assis-
tance): Did the robot help you to understand the change
in the environment?

3) To analyse the robot’s sensitivity to follow the partic-
ipants’ decisions (Compliance): Did the robot follow
you instructions?

These questions were rated on a 5-point Likert scale, from
“Definitely not” (1) to “Definitely yes” (5). Participants also
completed the Robotics Social Attributes Scale (RoSAS)
survey [19] to investigate their perceptions regarding the
robot’s social skills. Finally, to investigate the level of trust in
the robot, the Multi-Dimensional Measure of Trust (MDMT)
v2 questionnaire [20] was used.

C. Participants

A total of 107 participants were recruited for the ex-
periment. Of these, eight participated in a pilot phase to
refine the protocol and were excluded from formal analysis.
During the main experiment, one participant prematurely
opened boxes during the task, revealing object locations and
compromising the experimental protocol before the robot’s
corrective intervention could occur. This exclusion left a final
sample of 98 participants, including 50 males, 47 females
and one participant who chose not to disclose their gender.
The participants’ age range spanned from 18 to 64 years
old (M = 29.6, SD = 9.3). From the 98 participants, 50
were assigned to the first condition C1 and 48 to the second
condition C2. The participant pool provided an effect size of
d=0.25 with .80 power at an α level of .05.

VI. RESULTS

A. Theory of Mind Ratings

We assessed ToM’s ability according to 3 abilities for
the interaction. We computed Cronbach’s α values for both
conditions, yielding αC1 = 0.592 for Condition C1 and
αC2 = 0.592 for Condition C2. These low values indicate
weak internal consistency in assessing ToM through the
combination of the three items, suggesting that each item
should be investigated independently. We also examined data
normality using a Shapiro-Wilk test, which indicated non-
normal distributions for both conditions and all three factors.
Consequently, we chose to use the Mann-Whitney U (MWU)
test to study differences in ToM between the two groups.

For each of the three factors, no statistically significant
results were observed with the MWU. Statistical results were
as follows: U = 1200, p = 1.0 for Awareness; U = 1288.5,
p = 0.52 for Assistance and U = 1027.5, p = 0.19 for
Compliance, indicating no significant difference between the
two conditions. For better visualisation, we created a boxplot
to show the medians (gold line) and data spread for each
factor in both conditions (left bar graphs in Figure 5). This
representation supports the previous claims of no explicit
difference along the ToM component across conditions, apart

from a higher median for Assistance in C1 than in C2, and
conversely for the Compliance factor with a higher median
in C2.

Due to the absence of variations in initial outcomes, we
extended our investigation by dividing the results in C1 into
two groups based on whether the participants trusted the
robot’s correction. This subgroup analysis was conducted to
examine whether trust in the robot’s corrections mediated
perceptions of its social cognition, as initial aggregated
results may have obscured conditional effects. The “Yes”
group comprised 8 participants who trusted the correction,
while the “No” group consisted of 42 participants who did
not, out of the 50 participants in Condition C1. Since data
for these three groups did not follow normal distributions
(p < 0.05), we used the Kruskal-Wallis test, which showed
a significant difference among the groups in the Compliance
factor H(2) = 10.31, p = 0.005. A post-hoc pairwise
comparison revealed meaningful differences between the
“Yes” and “No” groups (p = 0.006). No significant differ-
ences were found between the other pairs after applying the
Bonferroni correction. We observed no significant differences
for the other two factors: Assistance H(2) = 5.61, p = 0.06
and Awareness H(2) = 3.63, p = 0.16. The bar graphs
on the right in Figure 5 presents a detailed depiction of the
results for the three groups.

B. Robotic Social Attributes Scale Ratings

We used Cronbach’s alpha test to analyse the consistency
of the Competence, Warmth and Discomfort factors in the
RoSAS questionnaire. The Competence factor showed Cron-
bach’s alpha values of αC1 = 0.851 and αC2 = 0.872
for Conditions C1 and C2, respectively. For the Warmth
factor, the Cronbach’s alpha values were αC1 = 0.850 and
αC2 = 0.882, and for the Discomfort factor, they were
αC1 = 0.748 and αC2 = 0.770. Considering the commonly
accepted threshold of 0.7, these values indicated good inter-
nal consistency for all three factors in both conditions.

We applied the Shapiro-Wilk test to verify the normality
of our data. Both the Competence and Warmth elements
followed a normal distribution (p > 0.05) for both con-
ditions, with values of pC1 = 0.724, pC1 = 0.742 for
Competence and Warmth in Condition C1, and pC2 = 0.672,
pC2 = 0.091 in Condition C2, respectively. However, the
Discomfort factor did not follow a normal distribution in
either condition, as indicated by (p = 0.006) in Condition
C1 and (p = 0.002) in Condition C2.

Additionally, we exploited Levene’s test for the Com-
petence and Warmth elements to assess the equality of
variances. The test yielded no statistically significant results
(p > 0.05), suggesting that the variances of both factors are
approximately equal. Based on these findings, we choose
a non-parametric test (MWU) for the Discomfort factor
and a parametric test (Independent Samples T-test) for the
Competence and Warmth factors to compare the medians
and means across groups. The results did not indicate any
significant differences between Conditions C1 and C2 for
either Competence (t(96) = 1.091, p = 0.278) or Warmth



Fig. 5: Boxplots comparing the robot’s Theory of Mind capabilities across experimental conditions (left) and participant
subgroups (Yes/No responses, right).

Fig. 6: Average of the RoSAS questionnaire responses.

(t(96) = 0.322, p = 0.748). Similarly, no significant differ-
ence was observed for the Discomfort factor, as indicated by
the MWU test results U = 1212.5, p = 0.932. The average
responses for the questionnaire are provided with the top
Figure 6.

Similarly to ToM results, we analysed the results for
the RoSAS questionnaire when considering three groups
(“No” group, “Yes” group and condition C2). We used the
Shapiro-Wilk test to verify the normality of our data for both
conditions in C1 knowing that we have already analysed for
condition C2. The data follows normal distributions for all
factors (p > 0.05), except for the Discomfort factor in “No
case” (p < 0.05), similar to Condition C2. This means that
a non-parametric test such as the Kruskal-Wallis test was
suitable to compare the means of groups for the Discomfort

factor. The test indicated that there is no significant difference
between the three groups with a statistical value of H(2) =
2.265, p = 0.322.

For the other two elements (Competence and Warmth fac-
tors), we utilised Levene’s test to evaluate the homogeneity
of the variances and found that our groups possess equal
variances (p > 0.05). As a result, we used a One-Way
ANOVA test and did not discover any difference between the
means of groups (p > 0.05) for both factors. A visualisation
of the RoSAS scores is provided in Figure 6.

C. Trust Ratings

To investigate participants’ trust in the robot, we analysed
their responses to the MDMT questionnaire, focusing on the
Performance and Moral factors. The Cronbach’s alpha test
showed good internal reliability of the MDMT questionnaire
in each condition, with values of αC1 = 0.900 and αC2 =
0.904 for the Performance factor and values of αC1 = 0.951
and αC2 = 0.901 for the Moral factor.

We tested the variables for normality using the Shapiro-
Wilk test, which indicated that the data were normally dis-
tributed, p > 0.05. Levene’s test also showed no significant
differences (p > 0.05), implying a homogeneity of variances
for our data. Therefore, we used the Independent Samples T-
test to compare the means of our conditions. The test revealed
no significant results for the Performance and Moral factors,
with p-values of t(96) = 0.783, p = 0.436 for Performance,
and t(96) = 0.316, p = 0.753 for Moral. The MDMT scores
are represented in Figure 7.

Similar to the ToM and RoSAS questionnaires, we pro-
vided an analysis of the MDMT questionnaire for the three
groups. As we have already checked the normality of our



Fig. 7: Average of the MDMT v2 questionnaire responses (*
for p < 0.05).

data for condition C2 that exposed its normality, we did the
same for both conditions in C1 (“Yes” and “No” cases). The
results indicated that the data also respect normal distribu-
tions for Performance and Moral factors. Additionally, we
analysed the variances with Levene’s test, which revealed
a homogeneity of the variances for Performance and Moral
factors. Consequently, we utilised the One-Way ANOVA test
to compare the means of our groups, which demonstrated a
significant difference in results for the Moral factor (p <
0.05). A supplementary post-hoc test with Tukey’s Honestly
Significant Difference (HSD) test showed a difference be-
tween the “Yes” and “No” groups in condition C1 along
the Moral factor with these statistic values MD = 1.749,
p < 0.05. It is also interesting to notice that the p-value
is slightly above the threshold (α = 0.05), between the C1
“Yes” group and the condition C2, with p = 0.0533. We
provided a visualisation of the MDMT scores in Figure 7.

D. Explaining Participants’ Behaviour

Participant comments provided valuable context for under-
standing the low acceptance rate of the robot’s corrections.
Many participants reported scepticism about the robot’s
assistance, with some explicitly stating they were “surprised
and suspicious” when the robot attempted to correct their
beliefs. Others indicated they trusted the experimenter more
than the robot, suggesting a hierarchical trust structure that
privileged human authority over robotic feedback. Several
participants suggested that the robot could have been more
persuasive by providing detailed explanations about what
might have happened, indicating that the robot’s commu-
nication strategy may have been insufficient to overcome
participants’ existing beliefs.

Participants who did trust the robot often cited societal
trust in technology and a belief in technological precision as
reasons for accepting the robot’s corrections. This suggests
that pre-existing attitudes toward technology may play a
significant role in determining whether humans are willing
to update their beliefs based on robotic feedback.

VII. DISCUSSION

A. Addressing the Hypotheses
Hypothesis 1 predicted that participants who interact with

a robot that attempts to rectify human misconceptions would
attribute higher levels of mental states to the robot. Our initial
analysis did not support this hypothesis, as we found no
statistically significant differences in ToM ratings between
conditions. A deeper analysis that segmented Condition 1
participants based on whether they trusted the robot’s cor-
rections revealed significant differences in the Compliance
factor of ToM. This suggests that while the presence of cor-
rection attempts did not enhance attributions of mental states,
successful correction, where participants trusted the robot’s
feedback, did positively influence perceptions of the robot’s
mental capacities, particularly in terms of compliance.

Hypothesis 2 suggested that participants would rate a
robot that corrects false beliefs higher on Social Attributes,
particularly warmth and competence. This hypothesis was
not supported by our analysis. Interestingly, participants in
Condition 2 (where the robot did not attempt corrections)
rated the robot slightly higher on the Competence factor, al-
though this difference was not statistically significant. When
further analysing responses from participants who accepted
the robot’s corrections versus those who rejected them, we
still found no significant differences across the three RoSAS
dimensions, suggesting that social attribute perceptions were
not substantially influenced by the robot’s correction be-
haviour or the participant’s trust in those corrections.

Hypothesis 3 posited that trust would be higher among
participants who interact with a robot that actively cor-
rects false beliefs. While our initial comparison between
conditions did not support this hypothesis, our subgroup
analysis revealed significant differences in the Moral dimen-
sion of trust between participants who accepted the robot’s
corrections and those who rejected them. Additionally, the
difference between participants who trusted the robot’s cor-
rections and those in Condition 2 approached significance
(p = 0.0533). These findings suggest that the successful
correction of false beliefs may enhance moral trust in robots.

B. Methodological Considerations for Future Work
In future work, we could integrate a pre-interaction test

video with the robot Pepper failing or passing a personalised
Sally-Anne test, allowing users to familiarise themselves
with the robot’s cognitive abilities. This technique has been
successfully applied in prior HRI experiments evaluating
ToM in social robotics [4], [21]. Following the comment
of a participant, another solution would also be to change
the robot’s explanations, making them more personalised or
integrating the robot into the story, making it more included
in the explanation: “I saw the experimenter changes the
location of the Red ball with the Green ball while you
were completing the first part of the questionnaire”. Another
factor to consider is the limited duration of interaction the
participants had with the robot, which may not provide
sufficient time for them to become comfortable with the robot
or to perceive its full potential.



Lastly, it may be interesting to diversify our measurement
methodology by incorporating additional surveys similar to
those used by [22], with the Attribution of mental states,
the Scale for Robotics needs or the Transparency of Robots
Scale [23]. These additional tests could reveal significant dif-
ferences in how people perceived the robot across both Con-
ditions, particularly regarding its cognitive abilities. These
supplementary surveys could provide deeper insights into the
mental states attributed to the robot.

VIII. CONCLUSION

In this study, we investigated whether a robot that corrects
human false beliefs fosters greater trust, social connection,
and task success. We focused on comparing two conditions,
one where the robot actively attempted to correct partici-
pants’ misconceptions and another where it complied with
incorrect beliefs without correction. Our experimental find-
ings showed that merely attempting to correct false beliefs
did not significantly impact participants’ perceptions of the
robot’s mental capabilities, social attributes, or trustworthi-
ness. However, when examining the subset of participants
who accepted the robot’s corrections, we observed signifi-
cantly higher ratings for the robot’s compliance capabilities
and moral trustworthiness compared to those who rejected
corrections. This distinction highlights the importance of not
just identifying false beliefs but doing so in a persuasive
manner that encourages belief revision.
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