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Abstract—Abnormal behaviour detection is crucial given the
reliance on video surveillance for public safety. However, most
vision-based methods fail to adapt to the variability and com-
plexity of the crowd scenes inherent in real-world scenarios.
This study introduced an abnormal crowd behaviour detection
algorithm based on lightweight Graphic Neural Networks (GNNs)
using trajectory similarities and spatial-temporal attributes.
Integrating Graph Attention Networks (GATs) to encode the
graph structure, creating latent embeddings that capture both
local and global relationships within crowds. Also introducing
an autoencoder (AE) structure to identify anomalies by com-
paring true movement with the decoded output. Anomaly is
detected when the reconstruction error is high. Experiments
on UCSD Pedestrians and ShanghaiTech campus datasets show
the successful use of trajectory similarities as graph features
for GNNs to generate logical embeddings of crowd movement
and highlight the impact of time windows on anomaly detection
precision as reflected in F1-scores. The Area Under the Curve
(AUC) metric shows stability, highlighting the model’s balanced
performance. Qualitative analysis of the ShanghaiTech campus
dataset illustrates the model’s ability to align detection with visual
anomalies. Overall, this study demonstrates the effectiveness
of the proposed graph-based anomaly detection framework for
crowd monitoring through a lightweight model suitable for
CCTV.

Index Terms—GNNs, Autoencoder, Vidoe Anomaly Detection

I. INTRODUCTION
1 In general, “abnormal behaviour” can be defined as any

activity that deviates from the expected norms of a specific
environment, these deviations vary widely depending on the
context. Abnormal behaviour detection in crowded areas is
important due to the growing need and reliance on video
surveillance systems for public safety. In populated areas like
city centres, surveillance cameras provide authorities with real-
time feed to monitor activities, detect potential threats, and
take quick actions when needed to ensure safety, mitigate
threat risks and manage crowds effectively. Though humans
monitoring the cameras are highly skilled at identifying subtle
behaviours and assessing situations, their ability is limited
when presented with large amounts of video footage to process
at the same time [10]. Video anomaly detection (VAD) systems

1For the purpose of open access, the author has applied a Creative Commons
Attribution (CC BY) licence to any Author Accepted Manuscript version
arising from this submission.

solve this problem by automatically analysing video feeds and
identifying unusual or potentially dangerous behaviours.

Many VAD systems rely on machine learning and outlier
detection methods. However, popular machine learning tech-
niques struggle to effectively represent similarities in crowd
dynamics [14]. Instead of using trajectory information to
represent object movements, these techniques typically rely
on fixed adjacency matrices or pose models [2], [3]. These
approaches, while insightful, impose limitations due to their
reliance on predefined structures, which struggle to adapt to
the variability and complexity inherent in real-world scenarios.

To address these gaps, this research highlights the impact
of the trajectories of the movement similarity between objects.
The video scene is then modelled as an undirected graph,
where objects are represented as nodes and the similarities as
edges. As an AE structure, We introduced the GATs to encode
the graph into latent embeddings while preserving node-edge
relationships. We have implemented an MLP decoder to re-
construct edges that represent similarities between objects and
their neighbouring nodes. The rationale for this approach lies
in how graphs represent both nodes and edges, where edges
function as essential relationships connecting nodes together.

In [14] the study focuses on using trajectory similarities
as features to model video frames as an evolving graph.
Where nodes represent individuals and edges represent their
interactions, the approach uses similarity metrics between
nodes of the graph to identify deviations. By monitoring graph
edge weight changes, their method effectively captures crowd
dynamics and identifies anomalies based on significant struc-
tural variations. We leverage this in our method by focusing on
edge reconstruction, so we can better understand the graph’s
structure, as the interactions between components serve as
core features for the anomaly detection model. The AE is
trained on normal movement patterns (e.g., training graphs),
and anomalies are identified when reconstruction errors exceed
a threshold. This mechanism enables us to flag the entire input
graph as anomalous based on the aggregate reconstruction
error.



II. METHODOLOGY

The innovation is in using the edge as well as the node
features in the GATs to learn the normal behaviour and
reconstruct the edge features of the graph to detect anomalies.
The method takes the video detects the objects in it, and tracks
their movements for a set time, then behavioural similarity
measures calculate how similar two objects are by using
their tracked trajectories. By having such connectivity, the
problem is represented as a graph, with objects as nodes
and the relationship between them as edges. To interpret the
graph nodes and edges relationship, GNN network is used
to encode the graph-level features by using GAT layers that
transform original similarities and node properties into high-
level embeddings. Then an MLP decoder reconstructs the edge
features, the graph is classified normal or abnormal based
on the reconstruction error. Every graph will have a decision
normal or anomalous, regardless of the other graphs before or
after it in the timeline, because the graph itself is processed as
a sequence of frames. Furthermore, one of GNNs advantages
over fixed structures e.g., matrixes that it allows the same
model to process inputs (graphs) with different structures and
numberes of nodes.

A. Object Detection and Tracking

The abnormal behaviour we want to detect is any out-of-
the-ordinary movement by a person, moving object or a group
of people. To do this our method relies on the computations
of the movement patterns and similarities between people’s
behaviour.

The feature extraction begins by getting the first frame of the
patch in the time window ∆ and detecting the objects in that
frame. MobileNetV2 is a pre-trained multi-class classification
and detection model widely used for its high accuracy and
lightweight [11]. Using the pre-trained detector we can detect
around six hundred categories of objects including pedestrians
and other moving objects such as cars and bicycles. We
excluded many of these objects as they are unrelated to our
tasks. The detection model generates bounding boxes around
each object it detects, and then these bounding boxes are
considered as the initial starting point for the tracker.

We used the Kanade-Lucas-Tomasi (KLT) tracking algo-
rithm [12] and set ∆ = 10 for most of our experiments.
This frame count is efficient since longer time intervals can
cause object distortion due to movement, potentially leading
to objects disappearing from the scene and becoming untrack-
able. KLT tracks and associates objects using their previous
points—a process that links features to their corresponding
objects for accurate tracking. The KLT tracker excels with
a low number of frames and offers relatively fast execution.
After tracking each object’s movement across frames, we
obtain a trajectory that forms the foundation for the rest of
the architecture.

B. Similarity Metrics

Similar to [1], [14], [15], we introduced three similarity
measures - magnitude, direction and velocity. These measure-

ments are to give a value between 0 and 1 indicating similarity
between trajectories τi and τj .

To represent the movement behaviours we follow [14] in
computing the three similarity measures. Firstly, given two
trajectories τi and τj we obtain the direction ϕτi feature for a
single τ as follows.

ϕτi = (∆xτi ,∆yτi) = (xτi,end − xτi,begin, yτi,end − yτi,begin)
(1)

Then We calculate the magnitude mτi feature.

mτi =
√
(∆xτi)

2 + (∆yτi)
2 (2)

Secondly, given ϕτi and mτi we can calculate our base
measures directional s

τi,τj
ϕ , magnitude s

τi,τj
m , Velocity s

τi,τj
v

similarities between two trajectories e.g. the objects tracked
from the video on along a time window ∆. Pedestrians going
in an unusual direction can be identified using the directional
similarity, and then the magnitude similarity measures move-
ments with varying lengths.

s
τi,τj
ϕ =

1

2
·
(

ϕτi · ϕτj

∥ϕτi∥ · ∥ϕτj∥
+ 1

)
(3)

sτi,τjm = 1−
|mτi −mτj |

max(mτi ,mτj )
(4)

In this project, we implemented a velocity similarity func-
tion denoted as s

τi,τj
v based on [14] to compare the similarity

between two tracklets, τi and τj , the velocity similarity is
defined as:

sv =
1

2

[
exp

(
−dvx

σvx

)
+ exp

(
−
dvy
σvy

)]
(5)

Where:

dvk = |v̄k,i − v̄k,j | , k ∈ {x, y} (6)

σvk =
σvk,i + σvk,j

2
, k ∈ {x, y} (7)

The average velocity for a tracklet τ along dimension k is:

v̄k =
1

N − 1

N−1∑
t=1

(kt+1 − kt), (8)

Where N is the number of points in the tracklet.
The standard deviation of velocity for a tracklet τ along

dimension k is:

σvk =

√√√√ 1

N − 1

N−1∑
t=1

((kt+1 − kt)− v̄k)
2 (9)

These features form the components of spatial and tempo-
ral graphs used for abnormal behaviour detection. In this
approach, the edges between nodes use one of three met-
rics—velocity, magnitude, or direction—to detect movement
pattern anomalies. Each metric focuses on detecting specific
anomalies.



Fig. 1. The video contains 11 graphs, each representing the tracking of 10 consecutive frames, resulting in approximately 110 frames in total. On the left,
the tracking of one graph is annotated on its last frame, where the longest line (tracklet) corresponds to individuals who are running, and is therefore longer
than the other lines, which represent individuals walking at normal speed. On the right, the diagram shows the model’s error values in reconstructing velocity
for all the 11 graphs; the error increases as running speed increases, making the tracklet progressively less similar to the others.

C. Graph Edges Autoencoder

At this stage, we have created a graph containing spatial
and temporal information. However, the current graph ar-
chitecture presents representation challenges: each node has
two features and each edge has one feature, requiring trans-
formation for downstream tasks while preserving attribute
significance. Graph embedding methods effectively represent
these different attributes with reduced dimensionality [4]. A
notable approach uses graph neural networks (GNNs), as
proposed in [6], which introduces a novel two-stream edge-
node graph attention (ENGAT) network. The ENGAT layer
enhances Graph Attention Networks (GATs) by integrating
edge features with node features in the attention mechanism.
This graph network processes two graphs in separate streams,
generating a condensed feature vector for each, which is then
concatenated to form the final graph representation.

The ENGAT layer applies a graph convolution layer to
nodes i and j vectors and the edge vector, transforming them
into higher-level features. An attention mechanism then cal-
culates coefficients that indicate attribute importance. Through
a graph convolution operator, the features from neighbouring
edges and nodes are embedded to generate a single feature
vector per node.

The following functions are from GAT [13] and ENGAT
[6].

eij = a
(
Wh⃗i,Wh⃗j ,Wf⃗ij

)
(10)

This function computes the raw attention score (eij) be-
tween two nodes i and j by applying a learnable attention
function a(·). It considers the transformed node features
(Wh⃗i, Wh⃗j) and the transformed edge feature (Wf⃗ij). This
step allows the model to incorporate both node and edge
features into the attention mechanism.

αij = softmaxj(eij) =
exp(eij)∑

k∈Ni
exp(eik)

(11)

The attention score (eij) is normalised across all neighbours
(Ni) of node i using the softmax function. This converts the

scores into attention weights (αij) that sum to 1, making
them interpretable as probabilities. These weights determine
the importance of each neighbour j in the aggregation process.

αij =
exp(LeakyReLU(a⃗⊤[Wh⃗i ∥Wh⃗j ∥Wf⃗ij]))∑

k∈Ni
exp(LeakyReLU(a⃗⊤[Wh⃗i ∥Wh⃗k ∥Wf⃗ik]))

(12)

This reformulates the attention score computation using a
specific parameterized attention vector (a⃗) and the LeakyReLU
activation function. The concatenation (∥) of transformed node
features (Wh⃗i, Wh⃗j) and edge features (Wf⃗ij) allows the
model to weigh node and edge information jointly when
computing the attention score. This mechanism introduces
non-linearity, enhancing the model’s capacity to learn complex
relationships.

h⃗′
i = σ

∑
j∈Ni

αijWh⃗j

 (13)

The final step updates the feature vector (h⃗′
i) for node i

by aggregating the features of its neighbours (h⃗j), weighted
by their attention scores (αij). The aggregation is followed
by a non-linear activation function (σ), such as ReLU or
sigmoid. This step produces the updated representation for
node i, encoding its local graph context.

We can now compose the encoder by having one stream
architecture. The first layer projects input features to an in-
termediate latent space (hidden dimensions) with edge aware-
ness. The second layer combines information from multiple
attention heads, and the third layer concatenates the multi
heads into a single one preparing the latent space for decoding,
stacking multiple layers allows the model to capture both local
and global graph structure efficiently.

The decoder reconstructs edge attributes from the latent
node embeddings by concatenating the encoded embeddings
from source and target nodes by using an MLP. As supported
by [9] joint embedding principles, this concatenation into a
single vector for each edge before passing them through the
MLP ensures that the edge reconstruction process considers



Fig. 2. The figure shows results of nine videos from ShanghaiTech Campus dataset testing videos. The blue line represents the error values and the red is
for the ground truth labels.

the relationship between node pairs. The MLP sequentially
reduces the concatenated embeddings’ dimensionality, pro-
ducing reconstructed edge attributes that encode both local
edge-specific and global graph properties. During training, the
reconstructed edge attributes are compared to the original edge
attributes, with a reconstruction loss that may include auxiliary
terms for topological consistency and regularisation.

The AE is task-specific and self-supervised, designed to
learn normal edge attributes from given samples with minimal

error. The anomaly detection method assumes the model can
reconstruct normal edge attributes. When the model fails to
reconstruct these attributes, the edge is considered abnormal.

III. FEASIBILITY STUDY

For the experiment, we used two publicly available research
datasets: UCSD [7] and ShanghaiTech Campus [8].

The model was trained on a combination of UCSD peds1
(34 training videos with 6,800 frames) and ShanghaiTech
Campus (330 videos with 275,870 frames). The final number



TABLE I
MODEL PERFORMANCE TABLE

Datasets Performance Metrics
Accuracy Precision Recall F1 score

UCSD Peds1 68.52 68.52 100 81.32
UCSD Peds 2 85.45 86.54 97.83 91.84

ShanghaiTech Campus 49 49.4 100 66.13
CUHK Avenue 35 34 98.86 50.66

Test results of Time window ∆ = 30 frames

of training samples varied based on the time window size,
with 10 frames per graph used across all video samples.
We implemented the system using Python and PyTorch on a
machine with a 2-core x86 64 CPU and 13 GB of RAM. The
training ran for 100 epochs using Adam optimiser [5] with a
learning rate of 1e-3, and Mean Squared Error (MSE) as the
loss function.

To evaluate the efficiency of the framework, tests on sev-
eral datasets were conducted. Quantitative experiments were
performed on the testing videos of UCSD ped1 and ped2,
ShanghaiTech Campus, and CUHK Avenue. The time window
allows the framework to track objects along a sequence of
frames, and each graph holds the features of that time window.
This affects the ground truth labels — instead of having a label
for every frame, we label the time windows and consider the
graph label as anomalous if a single frame’s ground truth was
abnormal.

As shown in table I, the UCSD peds2 results are comparable
to similar state-of-the-art methods. This applies particularly to
methods using optical flow and behavioural analysis, rather
than image reconstruction-based methods, which typically
achieve high accuracy due to advances in Convolutional Neu-
ral Networks (CNNs). Our focus, however, is on analysing
behavioural similarity between video objects through GNNs.

The model’s efficiency can be observed by comparing error
values with video scenes—higher error values indicate the
model considers a movement abnormal. These tests are neces-
sary to validate model performance beyond simple thresholds
and binary ground truth labels. We demonstrate the model’s
edge reconstruction error values using ShanghaiTech Campus
video ’8 0044’.

As shown in Fig. 1 the video captures two individuals run-
ning through a crowd. The error values in each graph increase
gradually throughout the video sequence, indicating that the
model detects irregularities in crowd movement patterns. From
the initial acceleration until reaching maximum velocity in the
9th graph, the error in predicting people’s movement increases
as their speed becomes increasingly dissimilar to other objects
in the scene.

In Fig. 2 additional videos from the ShanghaiTech Campus
testing dataset demonstrate the frequency of high error values
compared to ground truth, where the red line indicates the
ground truth label (1, 0) and the blue line shows the error
values.

IV. CONCLUSION

These findings underscore the model’s precision in detect-
ing anomalies. GATs have proven effective by dynamically
weighing node and edge relevance during graph encoding.
By leveraging graph-based learning—where edges represent
velocity similarities and nodes capture direction and mag-
nitude features—the model provided structural insights into
crowd interactions. The AE focused on identifying anomalies
in movement patterns, particularly velocity. The framework’s
main goal is to analyse crowd movement behaviour and
determine whether patterns are normal or anomalous, thereby
improving surveillance systems through an accurate, inter-
pretable, and adaptable method.

The study identifies a promising path forward for graph-
based techniques through enhanced graph edges with ad-
ditional features and similarity metrics. Combining multi-
ple movement anomalies in a unified model and exploring
advanced graph-based learning methods will be crucial for
improving anomaly detection frameworks.

However, challenges persist in dense environments with
overlapping objects and varying real-world conditions, in-
cluding lighting changes and camera angles, highlighting the
need for more robust solutions. These factors sometimes in-
troduce noise, reducing the model’s accuracy. Future research
could address these limitations by incorporating additional
behavioural markers, such as directional changes, to enhance
anomaly detection across diverse scenarios like car lanes or
pedestrian crossings.
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